Lecture 15
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Diffusion Models

* Diffusion models take their inspiration from the principles of non-
equilibrium thermodynamics

* Diffusion models use a Markov chain to gradually introduce noise into
data, then learn to reverse this process to recreate the desired data
from the noise.
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Variational Autoencoder
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Image: Eugenia Anello
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Diffusion Models
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Diffusion Models

Xo —X1——7>° "~ —2> T

Data Noise

To < L1 <— X

Image: Arash Vahdat

Beep Leaming Ali Ghodsi 880



Besp Learning

Diffusion Models vs VAE
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Besp Learning

Diffusion Models vs VAE

Q(Xt|xt—1) = N(xt; V1 — Bix¢-1, BI)
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Diffusion Models vs VAE

Q(Xt|xt—1) = N(xt; V1 — Bix¢-1, BI)

>
>

Data Noise

po(Xi—1|xt) = N (x¢_1; pg(xt, 1), 071)
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Denoising Diffusion Probabilistic Models (DDPMs)

Q(Xt|xt—1) = N(xt; V1 — Bix¢-1, BI)

>
>

Data Noise

po(Xi—1|xt) = N (x¢_1; pg(xt, 1), 071)

po(Ti—1|x;)

@ \Q(mt|$t—l)v

-
-

q(xi—1|Tt)
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The Forwards Encoder Process in DDPMs
Q(Xt|xt—1) = N(xt; Af L BiXt-1, BtI)\

Data Noise

The forward process is defined by the equation:

(Xt|Xt 1 Xt|\/ 1— 5tXt 1, 51:

Where:
» (3, is a noise level parameter, part of a predetermined noise schedule.
1 < P2 <--<Pr
By € (0,1)
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Joint Distribution over Latent States in DDPMs

The joint distribution is expressed as:

T

g(x1.7]X0) = H q(Xe|Xe—1)

t=1

Where:
» xi.7 represents all latent states from time 1 to T.

» X is the initial state.
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Joint Distribution over Latent States in DDPMs

The joint distribution is expressed as:

T

g(x1.7]X0) = H q(Xe|Xe—1)

t=1

Where:

» xi.7 represents all latent states from time 1 to T.

» X is the initial state.
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A Tractable Reverse Target

q(x;—1 | x;) is generally intractable. With the clean xzy known,

q(x; 1 | 2y, 20) is a tractable Gaussian target for py(x; 1 | x;), for t > 2.

P9(33t—1|33t)

g Q(wt\xt—l)

,
'
-~

-
- -

q(wi—1 | 2, 20)
The network uses the noisy state and timestep. The clean observation supplies the target.
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The Training Goal: Matching the Means

For each intermediate step ¢ > 2, train the reverse model by minimizing

min E Lo~qdata DKL(Q(‘Tf—l | xthO) || pg(ajf_l | xf)) :

0 ziq(zilzo
For two Gaussians with the same fixed isotropic covariance,
(i1 | @, w0) = N(@—1; (e, 20), 07 1),
po(zi—1 | 2p) = N (2415 po(y, 1), U?I):

L .
Dr1(qllps) = 5l (e, w0) — pole, ).
t

We therefore match the means. First compute the target ji;, then learn piy.
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Computing the Target Mean: Gaussian Product

o =1— [, p = | | Q;, p = vy 1.

Bayes' rule gives the tractable posterior for { > 2:
Qi1 | @, w0) < q(we | 2-1)q(-1 | 20).

q(zi | 2-1) = Nz Jaww—, Bel),
q(zi—1 | xo) = N(x1—1; v/ 1m0, (1 — 1) 1).

Substitute these densities and collect the terms involving x;_:

1 — a7 L Ja 2
IOgQ(xt—l | xtaIO) = —= |:||$?L XLt 1|| + ||It 1 \/_ﬁﬂffon + C

2 ﬁt 1 — O

1

= =5 [allel? = 2] + €
a L Ja N
A = = REE— by = —tIt + —ilmo.

8t 1= -1 }Bt 1 — Ot

Here (' collects terms independent of x;_.
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Computing the Target Mean: Completing the Square

vy 1 Vi Va1

ay = + — bt = —x + — Z.
By 1 —ayq o7 I =y
Complete the square in the posterior exponent:
be || 110
T t /
aJtht—l”Q — Qbf T—1 = Q¢ || Xp—1 — — — .
at Ay

The Gaussian mean and variance are therefore

- b 1/ (1—(1’ l)$ + /0 1/8$0
Mt(mt,xo) Yt _ t— l t—1M1
a¢ 1 — &f
p=— =20
At 1 — ¢

For equal covariances, choose o7 = f3;.

This is the target mean in terms of x; and x(. Next, express the same target using the forward noise.
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The Target Mean: Final Form

With € ~ N (0, ), express the posterior mean using the forward noise:

Vor(l — ay1)z + /o1 By

I — oy

ﬂ't(xta xO) —

Rearrange the direct-sampling formula and substitute into this mean:

r=Vory+Vl—age = xp=— =
Vau(l — d’t—l)x n Vo 1firy — 1 —aye
/

1 — 4 ) 1 — Qy QY
C ool =) £ 5t;17 bre
- _ t —
Var(l — ay) Va1 —a

t\4&ty L0 \/Ef t \m .

My

We used a; = a,a;_1 and oy + 5, = 1.
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Learning the Mean by Predicting Noise

Parameterize the learned mean by replacing ¢ with the network output €y(x;,1):
- 1 5;&6
t = ——\ Tt — Y /—/—
H LT VIi—a;)
1 5i69($t7 t)
g\ Lt t) = —— Ty — — .
/"L ( ? ) /at ( /1 - Q{t

Substitute these means into the Gaussian KL loss:

| fie — paol|?
Dx1(ql|lpe) = 52
t

B

= — lle— ez, )"

B \20?0@(1 — ay)

.y

~
Wi

The input is (x4, t), and the target is the noise ¢ used to construct x;.
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The Simplified Training Objective
The intermediate KL terms give a weighted noise-prediction loss:

S B Jwlle— @ F],  w t
t=2

- 20}20@(1 — d/t).

The simplified objective uses uniform timesteps and unit weights, including ¢ = 1:
2
Limple = Exyt.c[[l€ — €o(ze, t)[7] -

Why drop the weights? Ho et al. reported better sample quality with this simplified objective.

This changes the relative importance of the timesteps. It is a deliberate reweighting, not an algebraic equality. The ELBO

section will account for the endpoint terms.
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Generating the Network Input Directly

The network needs x;. We can sample it directly from the clean training example x.

t

q(xs | w0) = Nz Vayxg, (1 — ay)l), ay = H(l — Bi).

1=1

Choose t, draw one Gaussian noise vector, and compute

e ~N(0,1), T = Vaurg+ V1 — age

There is no need to generate x1,....x, 1. The posterior mean [i; is not used to generate this input.

Use this x; as the network input and the sampled ¢ as its training target.
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Training a DDPM

Repeat until convergence:

1. Sample a clean training observation, a timestep, and independent noise.

T ~ (datas t ~ Uniform{1,...,T}, e ~N(0,1).
2. Construct the noisy input in one step.
Ty = \/C_l{_t$(] + \/1——6_1{]56.
3. Predict the noise and take a gradient descent step.
0 < 0 —nVlle — eglxs, )]

The network input is (z,1), and the training target is €.
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Sampling from a DDPM

Start with Gaussian noise:
xzp ~ N(0, ).
Fort =T.T—1.....1:
2~ NI ift > 1, z=0ift=1

1 By
1. t) = — | 1y — ———€plas. T
#9( t:) \/a.s(t 1_6%9( ts ))a

Ti_1 = pp(xy, t) + o42.

Return . At generation time, no clean observation is supplied.
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The Generative Model and Its Likelihood
The reverse transitions define a joint distribution:

T
po(zor) = p(aT) Hpg(ﬂjt_l ED) plxr) = N(xp;0,1).
t=1
The likelihood of an observed training example integrates out the latent trajectory:

po(xy) = /P@(EO;T) dzy---dxp.

We now derive a lower bound on the log likelihood and recover the reverse-step matching objective.
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DDPM vs VAE

* In VAE
* Observed variable x
e Hidden Variable z @

0

VAE
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* In VAE

* Observed variable x
 Hidden Variable z

Tg «— L1s— "

* I[n DDPM
* Observed variable x,

* Hidden variable x, x5, ...
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Objective Functions in VAEs vs. DDPMs

VAEs:
Maximize the likelihood of the data:

o) = [ pulx.2) oz
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Objective Functions in VAEs vs. DDPMs

VAEs:
Maximize the likelihood of the data:

o) = [ pulx.2) oz

Diffusion Models:

Pe(Xo) = /PQ(XOaXI:T) dxi. 1
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Variational Lower Bounds in VAEs vs. DDPMs

VAEs:

log pg(x) > Eqg(za)log pa(z | 2)] — Dxr(q(z | ) || pe(2)) -

The KL term in the lower bound compares the encoder with the latent prior.
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Variational Lower Bounds in VAEs vs. DDPMs

VAEs:

log pa(z) > Eqy2ja)[log po( | 2)] — Dxrlq(z | @) || po(2)) -
Diffusion models:

log po(x0) > Eq(zrue)l0g Pa(xo | 1.7)]
— Dxr(q(zrr | zo) || po(zr7)) -
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Variational Lower Bound

IIEi:"q(x1:1—|x0)[|0g p9(X0|X1:T)] - DKL(q(Xl:T‘XO)l‘pG(Xl:T))
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Variational Lower Bound
Eq(xi.7150) 108 Po (X0 |x1:7)] — Die(q(x1:7(x0)||po(x1:7))

Q(X1:T|Xo)

axi.
pQ(XlzT) BT

— IB?‘q'(xlzﬂxo)[log pQ(X0|X1:T)] - / q(Xl:T|XO) Iog
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Variational Lower Bound
IIEC’q(xlﬂ—|xo)[|0g P@(X0|X1:T)] - DKL(q(Xl:T|XO)||p9(X1:T))

CI(X1:T|X0)
Po(x1:T)

q(XI:T|X0)]

Pe(XlzT)

— EQ(X1:T|XO)[|Og pH(XO|X1!T)] - / q(Xl:T|XO) log dxi.7

= Eq(xa.r1%0) 108 Po (X0 |X1:7)] — Eqra.r1x) ['08
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Variational Lower Bound

Eq(x1;T|X0)[IOg po(xo|x1:7)] — Dke(q(x1:7|x0)||Po(x1:7))

q(x1:7|x0)
:Eq(x1;T|x0)[|ogpQ(X0|X1:T)] _/q(XI:T|XO)|Og PQ(Xl-T) Xm:T
= Eq(aq.rix0) [108 po(x0|x1:7)] — Eq(xy.r1x) | 108
Pa(XlzT)

Q(X1:T|X0)]

— ]E'Q(XI:Tl)(O) [log pG(XO|X1T) N |0g pg(xl.'r)
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Eq(x1;T|X0)[IOg po(xo|x1:7)] — Dre(q(x1.7]%0)||Po(x1:7))
— Eq(x1;7|x0)[|og pQ(X0|X1:T)] - / q(Xl:T|XO) Iog

- EQ(XI:T|X0)[|Og po(Xo|x1:7)] — EQ(XLT|X0) [Iog

— ]EQ(XI:T|X0)

— ]ECI'(XI:T|XO)

Variational Lower Bound

log pg(xo|x1.7) — log

log po(Xo|X1:7) + log

q(Xl:T|XO)

po(x1:7)

q(X1:T|X0)

Pa(XlzT)

q(Xl:T|XO)_

p@(XlzT) |

pB(Xl:T) |

q(Xl:T’XO)_

Ali Ghodsi
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Variational Lower Bound

Eq(x1;T|X0)[IOg po(xo|x1:7)] — Dre(q(x1.7]%0)||Po(x1:7))

q(x1.7[x0)
:EQ(XLTIxo)[lOgPB(X0|X1:T)] —/q(Xl:T|X0)|Og po(x1:7) dx1.7
_m | o | q(x1.7|X0)
= Eq(aq.rix0) [108 po(x0|x1:7)] — Eq(xy.r1x) | 108

Pa(XlzT)

i q(x1.7|%0) |

— EQ(Xl;ﬂXo) _|Og p9(X0|X1:T) — log P@(Xl:T) _

= Eq(x.71%) _|°8P9(X0|X1:T) + log Polar)

Tl q(x1.7(x0) |

pB(X0|X1:T)p9(X1:T)
C7(X1:T|Xo)

= EC](XLT|X0) |0g

po(x0:7) ]

= Egie x|
] q(x1.7|x0) log Q(XI:T|X0)
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E, [Iog Po(Xo:T) ]

q(xl:T|X0)

Throughout the derivation, the shorthand means

EQ[ ' } — E(}(ml:ﬂm“)[ ' L o fixed.
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E, [Iog Po(Xo:T) ]

q(xl:T|X0)

— [, |log pOxr) Ty PG(Xt1|Xr)}

Q(Xl:T|X0)

Substitute the reverse-model factorization:

T
po(zor) = plzr) Hpe(fb"t—l EDE
t=1
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E, [Iog Po(Xo:T) ]

q(xl:T|X0)

= E, p(x7) H;rzl Po(Xe—1 |Xt):|

log
q(x1:7|x0)

= E,[log p(x7)] + Z Eq[log po(xi—1]x:)] — Eqllog q(x1.7(x0)]

t=1
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E, [Iog Po(Xo:T) ]

q(xl:T|XO)

p(xr) T, pe(xfnxt)}

=, |log

Q(Xl:T|X0)

= E,[log p(x7)] + Z Eq[log po(xi—1]x:)] — Eqllog q(x1.7(x0)]

t=1
IOqu Xt|Xt 1 }

= E,[log p(x7)] + ZEquog Po(Xe_1|x¢)] —

t=1

Substitute the forward-process factorization:
FIT

q(rrr | 20) = HQ(% | 1),

t=1
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E, [Iog Polxo:7) ]

g(x1:7|X0)

p(x7) [T,y Po(xe—1 |Xr)}

Q(Xl:T|X0)

=, |log

= E,[log p(x7)] + Z Eq[log po(xi—1]x:)] — Eqllog q(x1.7(x0)]

=1
Ioqu (Xe|xe— 1}

= Eqflog p(xr)] + Y _ Eq[log po(x—1]x)] — Z Eqlog q(x|xc-1)]

= Eqlog p(x7)] + ZEqUOg Po(Xe—1]x¢)] —

t=1

g Ali Ghodsi
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E, [Iog Polxo:7) ]

g(x1:7|X0)

p(xT) H;rzl PG(Xf1|Xf)}

Q(Xl:T|X0)

=, |log

= E,[log p(x7)] + Z Eq[log po(xi—1]x:)] — Eqllog q(x1.7(x0)]

=1
Ioqu (Xe|xe— 1}

= Eqflog p(xr)] + Y _ Eq[log po(x—1]x)] — Z Eqlog q(x|xc-1)]

= Eq[bgp XT ] + ZEq[log PQ(Xt 1‘Xf ] -

t=1

= Eqllog p(x7)] + ) Eq [Iog ?((:Vi)it))]

g Ali Ghodsi
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Interpreting the Expanded ELBO

L(xo) = Eyllogp(ar)] + > E, [log 1;9&';]'&?))} -

Here £, = IE,(;, ,|+), With 2 fixed.
The forward process and p(x7) are fixed. The learned parameters appear in the reverse transitions.

The displayed ratios are not yet KL divergences: numerator and denominator describe different conditional distributions.

Bayes' rule will introduce q(x; 1 | x4, x), the tractable target used earlier.
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Rewriting the Forward Transition

T

Pe(xt—l | xt)
L(xy) =E,|logn(xzr) + lo
( 0) q gp( T) ; g Q(:Ut | xt_l)

Here E, = E

q(z1.7|w0)-"

To obtain a KL divergence, express the denominator using the reverse posterior.
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The Forward Markov Property

T

P@(ﬂi’t—l | l’t)
L(xy) =E,|logn(xzr) + lo
( 0) q gp( T) ; g Q(Zlft | ﬂ;'t_l)

Given x;_1, the forward transition does not depend on earlier states:
Q(xt | iUt—l) = Q(i”t | xt—lw’co)-

Adding x( leaves this forward density unchanged. It lets us apply Bayes' rule with z held fixed.
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Bayes' Rule with the Clean Observation

Q(iﬁt | ﬂ?t—l) = Q(% | $t—1a$0)-

For t > 2, apply Bayes' rule with z fixed:

q\T¢ | Ty—1,T0) =
(@ | 2t-1,%0) @] 20

Thus the transition ratio becomes

po(Ti—1 | 74) - po(wi1 | ) q(xi-1]| T0)

q(z1—1 | 21, mo)q(me | 0)

Q(It | xt—l) B Q(It—l | xta:‘gﬂ) Q(% | xo) .

Keep the t = 1 reconstruction term separate.

Beep Leaming Ali Ghodsi
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Substituting into the ELBO

T

L(zy) = E, llog plzr) + Y log poli | It)] -

—1 q(xe | 2-1)
Substitute the following ratio for each intermediate term:

Pe(l”t—l | $t) _ Pﬁ(il?t—l | 33:5) Q($t—l | $0)

, > 2.
q(xe | w-1)  q(ze-1 | 2, @0) gy | 20)

T
po(wi—1 | x)
Llxy) =E,| logp(xr) + lo
(o) q[ gplar) ; > 4@ |2 a0)
o qlme | @) po(o | 1)
+ log = + log '
tZ; q(w | o) q(z1 | IO)]
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The Telescoping Sum

T
q(x x
E 10g 1| 7o) E 1qu Ti—1 | xo) — log q(x | 370)]
t=2

q(x; | xp)

= log g(x1 | o) — log q(xr | ).

Substitute this result into the expanded ELBO:
T

Cla0) = By ogpfer) + Y log 222 L1

o q(Ti-1 | 1, 20)

gz | @) po(zo | 1)
+ Z log —— + log .

— 7 gl | 7o) q(z1 | o)

The log g(x; | xg) terms cancel. The remaining terminal ratio uses q(x7 | x).
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The Negative ELBO

After the cancellation, negate the lower bound:

’Pe Ti—1 | 373‘)
—L = —E,|log +E log + log
('IO) /| 0 QUT | 3)(] $t . | xt,x(}) ng9($0 | 1:1)

Integrate out unused states, then recognize each expected log ratio as a KL:

—L(x0) = Dxu(q(rr | x0) || plor))
L ()

T
-+ Zﬂli;q(:r:dmn)DKL(Q(zt—l | Lt, :I:O) || pé’(xt—l | xt)l

Vo

(=2 Ly 1(330)

:Eq(3:1|3:0) 10gp9(£0 | xll .
L(]?;?(])

The intermediate KL terms give our earlier training losses. The terminal term is fixed, and L, measures reconstruction.
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The Three Terms in the Negative ELBO

T
—L(x0) = Lr(xo) + > Li—1(w0) + Lo(xo).

First term: fixed forward process and fixed prior, so no dependence on 6.
Ly(zo) = Dxula(zr | zo) || p(z7)) .
Second term: the intermediate denoising losses we optimized earlier.
Li-1(w0) = Eya,)20) Dxr(q(i-1 | @1, 70) || po(wi-1 | 71)) -
Third term: learn the final step from x; to the clean observation .
Lo(zg) = =Ky, )2, log po(zo | 71).

Both the second and third terms train the model. The third term is reconstruction.
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The Final Step Is Also Mean Matching

For continuous data, choose a Gaussian decoder with fixed Jf > 0:
2
po(zo | ©1) = N (zo; po(z1,1),071) .

Its negative log density is

1 d
—log py(zy | z1) = @Hfo — oz, P +¢, c= §1og(27mf).
1

Substitute this expression into the reconstruction term:

LO(IO) — _Eq(mﬂzxg) logpg(a:o | £1)
1

= -k T1|xo ||$0 o #9($19 1)”2 + C.
20.% q(r1]20)

The target is now the observed x itself. We train the same network at ¢ = 1.
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Reconstruction Becomes Noise Prediction

Att=1,use a; =i, 1 —a; =, and e ~ N (0, I):

= \/051$0+\/516 — Iy =
The learned mean uses the same form, replacing noise by its prediction:

Y ,8169($1, 1)
;o wo— pe(x, 1) =
Vv a1 a
Substitute this difference into the reconstruction loss from the previous slide:

1

Ve

M9($17 1) —

2
Lo(zo) = 55El|z0 — po(z1, D[|" + ¢
207
/61 2
= | —5—IK||e — €g(x1, 1)||” + c|.
e = e, 1)
Sampling t = 1,...,T in the simplified noise loss includes this final step. Dropping its weight, like the other weights, gives

a reweighted objective.
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