Lecture 4

Deep Learning



Stein’s unbiased risk
estimator
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Model Selection

* The general task in machine learning is estimating a function.
* We want to estimate :

f(x) estimated function
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Model Selection

* The general task in machine learning is estimating a function.
* We want to estimate :

f(x) estimated function

* Where there is a true underlying function :

f(x) true function
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Model Selection

* The general task in machine learning is estimating a function.
* We want to estimate :

f(x) estimated function f(x)
* Where there is a true underlying function :
f(x) true function _ MSE
Bias —
E[f(x)] (%)
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Definitions and Notations

assume T = {(x;, y;)}"_; be the training set.
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assume T = {(x;, y;)}"_; be the training set.

f(.) — True function

Deep Learning Ali Ghodsi 159



Definitions and Notations

assume T = {(x;, y;)}"_; be the training set.

f(.) — True function
f() — Estimated function

Deep Learning Ali Ghodsi 160



Definitions and Notations

assume T = {(x;, y;)}"_; be the training set.

f(.) — True function
f() — Estimated function

also assume:
yi = f(x;) + €

where ¢; ~ N(0, 0°)
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Definitions and Notations

assume T = {(x;, y;)}"_; be the training set.

f(.) — True function
f() — Estimated function

also assume:
yi = f(x;) + €

where ¢; ~ N(0, 0°)

9i = f(x)
fi = f(x)
f = f( ) Ali Ghodsi
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Model Complexity
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For point (xo, yo) we are interested in:

E[(50 — y0)*] = El(fo — fo — €0)’]
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For point (xo, yo) we are interested in:
E[(50 — y0)*] = El(fo — fo — €0)’]
= E |:((fli) — fb) = 60)2]
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For point (xo, yo) we are interested in:
E[(50 — y0)*] = El(fo — fo — €0)’]
= E |:((flz) — fb) = 60)2]

= E[(f — £)* + €& — 2¢o(fo — f)]
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For point (xo, yo) we are interested in:
E[(50 — y0)*] = E[(fo — fo — €0)’]
= E{((fo —fo) — 60)2]
= E[(f — f0)? + € — 2€0(fo — fo)]
= E[(fo — £)°] + E[e5] — 2E[eo(fo — f)]

Deep Learning Ali Ghodsi

167



For point (xo, yo) we are interested in:
E[(90 — %0)*] = El(fo — fo — €0)’]
= E[((fo —f) - 60)2]
(fo — fo)* + €5 — 2e0(fo — fo)]
= E[(fo — f0)°] + Eleg] — 2E[eo(fo — )]
(fo — £)*] + 0% — 2E[eo(fo — fo)]
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case 1

assume: (x0,¥0) € T

N

In this case, since f is estimated only based on points in training set,
therefore it is completely independent from (xg, yo)
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case 1

assume: (x0,¥0) € T

In this case, since f is estimated only based on points in training set,
therefore it is completely independent from (xg, yo)

= E[(yo — F)(f — £)] = cov(yo, o) = 0
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case 1

assume: (x0,¥0) € T

In this case, since f is estimated only based on points in training set,
therefore it is completely independent from (xg, yo)

= E[(yo — F)(f — £)] = cov(yo, o) = 0

If summing up all m pints that are not in T.
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case 1

assume: (x0,¥0) € T

In this case, since f is estimated only based on points in training set,
therefore it is completely independent from (xg, yo)

= Elgfi—fH)] =E[i—f)E-f)] =0

If summing up all m pints that are not in T.

m

Z(}?i —yi) = Z(f: — £;)? + mo*
r=1
|

=1

J \ J
| [

err Err
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true error empirical error

\ /

Err = eft — mo
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true error empirical error

\ /

Err = err — mo?

Empirical error (err) is a good estimator of true error (Err) if the point
(X0, ¥o) is not in the training set.
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case 2

assume:

then:

(X07y0) = 4

2E[es(fo—R)] # 0
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case 2
assume: (x0,¥0) € T

then:  2E[eg(fo — f)] # 0

Stein’s Lemma
If :

x ~ N(6,0?)
and g(x) is differentiable.

then
Elg(x)(x — 0)] = o°E[

Ali Ghodsi
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e Qur problem:

Elels — )] = o2

060
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(o — )

e Our pr0b|em2 E[Eo(i:(\) == f(-))] - O_ZE[ 060 ]
ofy  Of

. o e

= E[atfo 060
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e Qur problem:

Eleo(fo — fo)] = o*E]

(o — )

Of;
_ 2.19%0
=g E[860
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e Qur problem:

Afo — fo)

Eleo(fo — fo)] = o*E]

=5 E]

= azE[

060
o

860

Ofy
860
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e Qur problem:

fo — )

Elalh — §)] = #2EL

]

060
ofy  of,
= 20
= E[atfo €o
of;
2 0
=g E[a60
= UzE[afo : 8}’o]
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e Qur problem:

Eleolh — )] = o220 =),

060

of;

_ 2,19
= i E[860
Of;

2 0
=g E[aeo
= i E[ “l

of O

— =]

€0

e

8}’0

I¥o

Ali Ghodsi

860

Chain rule

182



e Qur problem:

(o — )

E[Eo(f%—ﬁ))]ZUQE[ Heo ]
ofy  Of
Y ol el
—UE[aﬁo €0
Of;
. el
=g E[aeo]
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e Qur problem:

(o — )

E[Eo(ﬁ)—fo)]zng[ Heo ]
ofy  Of
= a0
—UE[8€0 €o
of;
N - .
=g E[an]

Ali Ghodsi

]

0

Chain rule

184



e Qur problem:

~

O(fo — fo)

E[Eo(f%—ﬁ))]ZUQE[ Heo ]
ofy  Of
Y ol el
—UE[aﬁo €0
Of;
. i
=g E[aeo]
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]

Sum over all n data points:

n n

) (f= £ +ina® = 26° Z D

L
S
|
o
=
[
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]

Sum over all n data points:

zn:(ﬁ —yi)? = i(ﬁ — £)? + no® = 20° z": D;
. J =1 i=1
e:r

\
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]

Sum over all n data points:

Z(Yi =y = Z(fi — £)? + no® — 20° Z D;
[ [
err Err
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]

Sum over all n data points:

Z(Yi =y = Z(fi — £)? + no® — 20° Z D;
=1 | \i:l | =1
Y f
err Err

\

Err = err — no?® + 202 Z D:

i=1
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El((y)o — %0)?] = E[((f)o — )] + 0% — 20%E[Dy]

Sum over all n data points:

Z(}'}i — yi)* = Z(fi — £)? + no® — 207 Z D;
=1 | \i:l | =1
Y f
err Err

\

Err = err — no?® + 202 Z D,

i=1

\ J
[

Complexity of model
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E[((¥)o — y0)°] = EI((F)o — )] + 0 — 20°E[Dy]

Sum over all n data points:

n n

Z(ﬁ — £)? + no® = 20° z”: D;

=1 =1 | =1

S
|

s

=
[

err Err

Err = err — no? + 202D, Ste.m s Unbiased Risk
= Estimator (SURE)

\ )
|

Complexity of model
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e SURE gives us a very good insight about the behavior of true error

n
Err = err — no? + 20° Z D;

=1

Model prediction error

A 4

Complexity



e SURE gives us a very good insight about the behavior of true error

n
Err = err — no? + 20° Z D;

=1

Model prediction error

Empirical error (err)

»

Complexity
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* SURE gives us a very good insight about the behavior of true error

n
Err = err — no® + 20° Z D;

=1

Model prediction error

Empirical error (err)

»

Complexity
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* SURE gives us a very good insight about the behavior of true error

n
Err = err — no? + 202 Z D;

=1

True error (Err)

Model prediction error

Empirical error (err)

»

Complexity
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Double descent: error can decrease again after interpolation

A
test error
training error

= .

% classic

I - bias/variance

§ g o modern

85 trade-o over-parameterized

region
/interpolation

interpolation threshold = minimum model complexity needed to get zero training error.

model complexity
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Double descent

* interpolation threshold: minimum model complexity needed to get zero
training error.

* As model complexity increases beyond interpolation threshold, there are
many more zero-training-error solutions available, and the learning
algorithm can often select solutions with better implicit regularization,
causing test error to fall again.

* For example, in a regression problem with n training points and
p parameters, the interpolation threshold is often around p = n, though
the exact location depends on the model, data, loss, and optimization

method.



Implicit Regularization in Overparameterized
Linear Regression

Training data:

Linear model:
y=w X
with
w ¢ R4
QOverparameterized regime:
d>n

Many parameter vectors interpolate the training data:
w X=y

— many zero-training-error solutions

Ali Ghodsi
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Which Solution Does Gradient Descent
Choose?

Start from
wo =0
Gradient descent converges to the minimum-norm interpolating solution:
W = arg m“irn |wlls subject to w X =y
Equivalently,
wh=X(X'X)ly
No explicit regularizer is added.

The optimization dynamics themselves select a particular interpolating solution: implicit regularization.
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SURE estimates risk; it does not explain double descent

SURE / classical view Double-descent view
interp
>
- i
v 2
-shaped minimum
effective complexity parameter count
Err =forr —no” + 20% %=1 D Parameter count may not track effective complexity.
err = 2= (1= y) Optimization also selects among many exact-fit
solutions.

SURE can evaluate a fitted estimator; it does not explain the mechanism producing the

second descent.
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accuracy

Grokking: memorization first, generalization much later

memorization

grokking

raining

test

Deep Learning

training time / epochs

Ali Ghodsi

1 Learn examples

Training accuracy rises
quickly.

2 Memorize

Training accuracy = 100%,
while test accuracy
remains low.

3 Delayed generalization

Much later, test accuracy
rises although model size
is unchanged.

Not every overfit model groks.
Power et al. (2022)
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SURE does not explain grokking's delayed transition

time t;: memorized time t,: generalized

same model size same model size
o continued optimization o

training error =~ 0 training error = 0

test error high test error low

representation e norm e

margin
These solution properties change although parameter count
and training error do not.

SURE can estimate risk at t; and t,; it does not explain the path from
t1 to t,.
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Zero training error does not automatically mean harmful

overfitting
stable / simple interpolator unstable / noise-fitting
interpolat
training error = ( training error = 0
smooth between examples - lower test large changes between examples -
error higher test error

Interpolation is a training-data property. Harmful overfitting means poor
performance on unseen data.
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Why regularization still matters after double descent

many solutions fit the training data preferred solution

regularization

L2 e early stopping
augmentation e noise

all have training error = 0 lower norm ¢ smoother e
more stable

Regularization does not merely prevent fitting; it chooses which fitting solution we
trust.

Goal: low expected test risk
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